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Abstract—Group link prediction is a novel problem that
focuses on evaluating the likelihood for a candidate to become
a member of a group at a given time. The problem has
potential applications such as friendship or group suggestions
on Facebook or other social networks as well as co-authorship
recommendations. To solve the problem, we propose a long short-
term memory based model that inputs the embedding vectors of
the group and outputs the conditional probability distributions
for the candidates. We also introduce a composite long short-term
memory model that integrates keyword information. Experimen-
tal results on real-world data sets validate the superiority of our
proposed model in comparison to various baseline methods.

Index Terms—group link prediction, long short-term memory,
node2vec, dynamic embedding

I. INTRODUCTION

Group link predictions is a newer research topic that shares
similarities with link prediction which is most commonly
known for making friend suggestions in social networks such
as Facebook. Considering the social network Facebook, link
prediction would view it as a graph where the users are nodes
and their ”friendships” are edges. Link prediction looks at the
already formed connections and predicts future connections
(links) between two users. Group link predictions, however,
looks at the links between a group and an individual and
predicts which person would best fit into that group. The
way link prediction accuracy is tested is to split the data
into training and testing sets and then run a link prediction
algorithm on the training set and test it on the testing set. The
output would be a list of edges ranked by the likelihood of the
edges appearing in the graph. The predicted list of edges would
be compared to the list of actual edges and the accuracy would
be found for that link prediction algorithm. As for group link
prediction, in order to test an algorithms accuracy, a node is
removed from a group and then the top 5 and 10 likely nodes

to fit into that group are suggested. If the removed node is
within the top 5 or top 10, it is counted as a hit. Our research
focused on 5 different methods which embedded the data into
a graph and then used the embeddings to predict the missing
node for each group.

This paper analyzes the accuracy of group link prediction
using 5 different methods: Common Neighbor, Node2Vec,
Graph2Gauss, DynamicTriad and LSTM. We were able to
extract keywords from two of the three data sets and embed
attributed graphs using these keywords. Each data set also
provided us with time stamps which allowed us to use dynamic
embedding as another embedding method. We used the five
methods listed above to embed graphs in the following ways:
using only node connections, using node connections and
attributes (keywords) and finally using node connections and
time. We obtained hit rates for each of the methods in order
to determine the success rates for each data set using each
method.

The rest of the paper is organized as follows. The next
section discusses the design of the Long Short-Term Memory
(LSTM) method and gives background on the other methods
used. Section 3 reviews related works in the area of link and
group link prediction. Section 4 describes the data sets used,
the keyword extraction process as well as the LSTM model
we used and the other competing methods. In Section 5, the
results of the research are presented and Section 6 concludes
the paper with an analysis of the results and ideas for future
work.

II. BACKGROUND

A. Long Short-Term Memory Architecture

Long Short-Term Memory (LSTM) [1] is a special kind of
Recurrent Neural Network (RNN) [2], for modeling temporal



Fig. 1: Group Link Prediction Visual. The red nodes in
the circle represent a group with the green dot representing
its centroid. The blue nodes represent individual nodes and
the lines show the distances from each node to the group’s
centroid. In the second image, the closest node is integrated
into the group with edges forming between all the group nodes.

dynamic behaviors. It resolves the vanishing (exploding) gra-
dient problem of traditional RNNs [3], [4] by introducing a
cell state. Thus, the current states are collectively determined
by the current input and the previous hidden and cell states.
Such design effectively reduces the multiplicative effect of the
small (large) gradients. LSTM has been successfully applied
to various sequence related learning problems, such as, speech
recognition [5], language translation [6], handwriting synthesis
[7], and image generation [8]. Here we adopt an LSTM whose
cell is defined as the following:

it = σ(Wixt + Uiht−1 + Vict−1 + bi),

ft = σ(Wfxt + Ufht−1 + Vfct−1 + bf ),

ct = ftct−1 + it � tanh(Wcxt + Ucht−1 + bc),

ot = σ(Woxt + Uoht−1 + Voct + bo),

ht = ot � tanh(ct),

(1)

where σ is the sigmoid function and � is the Hadamard
product. xt, ht, and ct are the input, the hidden state, and the
cell state, respectively. it, ft, and ot are intermediate states.

B. Graph Embedding

In most domains where networks need to be analyzed, a
common approach is to represent it as a graph. By representing
the nodes in a graph as feature vectors, it is possible to
make predictions from the graph using a variety of existing
machine learning algorithms. There are two common methods
for accomplishing this, simulating random walks on the graph
and running gradient descent with an optimizer function [9].

C. Dynamic Embedding

Dynamic embedding is an approach to creating vector
representations for nodes in a graph using the evolving nature
of a graph. For example, in a social networking platform where
users are represented as nodes and their friendships as edges,
the graph will not be static. Friendships will be lost and gained
over time, and a model which is able to capture the dynamic
nature of such a graph will be able to greatly outperform a
model which treats the graph as static. One such model is
DynamicTriad [10].

III. RELATED WORKS

The link prediction problem has gotten a lot of attention
in recent years. One of the most effective and cost-efficient
ways to analyze the link prediction problem is to employ a
graph embedding method [11]. There have been a number of
methods that have been proposed that provide node embed-
dings for a given graph. These proposed methods range from
simple, static embeddings like Node2Vec [9] to embeddings
from Graph2Gauss which are based on node attributes [12] to
dynamic network embeddings such as DynamicTriad [10]. Ev-
ery embedding method is different and has its own strengths.
One of the strengths of the embedding method Graph2Gauss
is that it takes node attributes into account. This allows for
better node embeddings, and this specific method allows for
unseen nodes to be embedded without connections as long as
they have at least one attribute [12].

Link prediction can be done in one of two ways. The first
being to predict future links in a graph and the second to
predict missing links within a graph [13].

IV. METHODS

A. Problem Description

Given a set of n members S = {v1, v2, ..., vn}, we can rep-
resent a sequence of events involving a group of members by
a sequence of time-group pairs, {(t1, s1), (t2, s2), ..., (ti, si)},
where ti is the time stamp of the i’th event and si is a group
of members i.e. si ⊆ S. In this work, we focus on predicting
the member vti,j that is most likely to join a group of others
{vti,1, vti,2, ..., vti,j−1} in an event at time ti, provided the
entire history before ti.

B. Data Processing

After the pre-processing described in the previous section,
our datasets are organized into sequences of time-group pairs
{(ti, si)} and sorted in time ascending order (i.e. ti−1 < ti).
Now we split each dataset into training set, validation set, and
test set. We further filtered out the group members that do not
appear in the training set from the validation set and test set.
We then removed the data points with less than three members
in the validation set and the test set. Let Strain, Svalid, and
Stest denote the set of members in the training set, validation
set, and test set, respectively. The resulting datasets then satisfy
(1) Svalid ⊆ Strain (2) Stest ⊆ Strain, and (3) S = Strain.

C. Keyword Extraction

For the DBLP and Enron email data sets we extracted
keywords from the article titles and email bodies respectively,
in order to use in an attempt to provide better node embed-
dings. The first few steps in the keyword extraction process
were the same for both data sets. For both data sets, we
tokenized the text, removed punctuation then converted the
text to lowercase. From here, we processed the text through
NLTK’s WordNetLemmatizer in order to combine words like
”network” and ”networks”. At this point, the processes were
quite different for the DBLP and Enron data sets. For the
Enron data set, we had instances of words merging as well



as numbers merged with words (e.g., 20application, com-
Forwarded, wastransported, chartdiscussed). In the case of
numbers merged with words, we separated the number from
the word and then removed all numbers from the text. We
implemented a similar process for words like comForwarded
in order to separate the two words, however, in cases like
wastransported and chartdiscussed, there was too much vari-
ability to separate every combination so most cases of these
word combinations were simply ignored. This was the end of
the processing for the Enron data set text. From here we simply
calculated the global frequency, how many times each word
showed up, for every word. Looking at the most common 500
words, we created a list of filler words which included words
such as ”with”, ”of” and ”s” as well as ”enron”, ”com” and
many names which appeared due to email addresses appearing
in the text. We removed stopwords from the top 500 then
looked at the most common 500 words seen in the text. Since
some email addresses ended up in the text, we manually
removed any names from the top 500 keywords. Once we had
the top 500 keywords finalized, we assigned each keyword a
number and attached them to the email addresses which were
connected to them. The top 9 keywords for the Enron data set
can be seen in Fig. 2.

At this point, the keyword extraction process differed for
the DBLP data set. Numbers as well as any word containing
a number were removed from the titles. An extra step that
was done for the DBLP data set was to extract 2, 3 and 4
word phrases. We ran the data through NLTK’s POS tagger
and referenced [14] which suggests seven different POS tag
combinations in order to produce meaningful keyword phrases
(NN NN, JJ NN, VBG NN, NN NN NN, JJ NN NN, VBG
JJ NN and VBG NN NN where NN = noun, JJ = adjective,
VBG = gerund). For this data set, we considered the top 1000
keywords with 780 single keywords, 100 two and three word
phrases and 20 four word phrases. We subtracted the global
frequency of the two word phrases from the one word phrases
global frequency which altered the top 780 keywords. We
did a similar process for the three and two word phrases,
as well as, the four and three word phrases. The top 4
keywords for each of the single and multiple word phrases
are shown in Fig. 2. Once we had our finalized keyword list,
we assigned each keyword a number and attached them to the
authors which used them. The challenge here was to attach
the larger phrases to the author without attaching the smaller
phrases. For example, one of the top three word phrases was
”wireless sensor network” and while we wanted to append
this three word phrase, we didn’t want to append the two
word phrase ”sensor network” or the single word phrases
”wireless”, ”sensor” or ”network” unless the author used them
somewhere else in another of their titles. Another issue we
needed to handle was authors without any keywords. After
attaching keywords to authors, we had 47 authors that had no
keywords attached to them. In order, to address this issue we
looped over the titles of the 47 authors and found the word
with the highest global frequency in their titles. Whatever that
word was, it was added to the top 1000 keywords for an end

total of 1033 keywords. Finally, we reattached the top 1033
keywords to each author and double checked that every author
had a keyword.

D. Model Formulation

LSTM without keywords. We propose a multi-layer LSTM
architecture illustrated in Fig. 3. The LSTM (shaded area in
Fig. 3) contains a stack of recurrently connected memory cells.
Note that the number of layers and cells are adjustable and not
necessarily the same as those in Fig. 3. Summarized in Eq. 2,
a cell in LSTM takes an input xi, a hidden state hi and a cell
state ci, and outputs a new hidden state hi+1 and a new cell
state ci+1. As shown in Fig. 3, these new states are then passed
horizontally to the next cell in the same layer and vertically
to the cell in the next layer. The final outputs of the LSTM
are fed to a fully-connected layer with weight W, bias b, and
a Softmax activation, to generate a predictive distribution ui

over the candidates for the missing group member.

(hi+1, ci+1) = cellLSTM (xi,hi, ci)
ui = Softmax(Whi + b)

(2)

The input of the architecture is a series of embedding
vectors representing consecutive groups. A member (candi-
date) is mapped to a d dimensional embedding vector that
can be learned upon training. Given a group at time ti, we
randomly hold out a member as our target, and sum the
embedding vectors of the other members as xi. The vectors
xi, xi+1, xi+2, ..., xi+k−1, denoting k consecutive groups, are
fed to the corresponding cells. Note that the hidden states and
the cell states are also d dimensional vectors. The outputs
are the hidden states of the last layer, hi,hi+1, ...,hi+k−1.
They then go through a fully-connected layer with Softmax
activation to generate a series of vectors ui,ui+1, ...,ui+k−1,
representing the probability distributions over the candidates
for the missing members.

Let yi, yi+1, ..., yi+k−1 denote the one-hot encoding of the
actual missing members. The cross-entropy loss can thus be
written as the following:

L = −1

k

k∑
j=1

N∑
l=1

yli+j log(u
l
i+j), (3)

where yli+j and uli+j are the l’th elements of yi+j and ui+j ,
respectively. The summation is over the k time-steps and the
number of candidates N .

LSTM with keywords. For the datasets where keywords
can be extracted, we propose a network architecture consist
of two LSTMs as illustrated in Fig. 4. The LSTM on the
left inputs the embedding vectors of keywords attached to
the groups at each time step; while the LSTM on the right
inputs the embedding vectors for the groups as the model
without keywords. The hidden states of the two LSTMs are
concatenated at the end and fed to the Softmax layer to
generate a probability distribution of the missing members.
Then the same loss function (Eq. 3) can be calculated and
minimized to update the network parameters.



Fig. 2: Top keywords for DBLP and Enron data sets. The DBLP data set had one, two, three and four word phrases while
Enron only had single word keywords. The number displayed with each word is the global frequency which is the number of
times it showed up in the text.

Fig. 3: Network Architecture for the LSTM model without keywords. The shaded area represents LSTM while the cyan circles
represent cells. For illustration purpose, we only show two layers and six cells. xi+j denotes the j’th input to the LSTM. hi+j

and ci+j denote the hidden states and cell states respectively. The hidden states of the last layer are fed to the fully-connected
layer with Softmax action. ui+j denotes the j’th output, i.e. the probability of the missing members at i+ j time-step.

V. EXPERIMENTS

We run our proposed model (without keywords) (Fig. 3) on
three datasets and compare its performance with the competing
methods. Here we focus on predicting the missing member of
a group provided that the rest of the group are known at time
ti. We call this task ”group link prediction”, as we attempt to
predict the link between a candidate and a group rather than
that between two candidates. For instance, we would like to
identify the author that is most likely to publish a paper with
a group of known authors from a pool of candidates.

To train our model, at time ti, we randomly shuffle the mem-

bers in the group si, and hold out the last member vi,k as the
target. Our model then takes the rest of the group as input, and
outputs a conditional probability ui,v = P (v|vi,1, .., vi,k−1, ti)
∀v ∈ S. The loss defined in Eq. 3 is thus evaluated and
minimized for each batch. In the validation set and the test
set, we hold out the last member vi,k of the group at time step
ti without shuffling. We then rank the candidates based on the
conditional probabilities P (v|vi,1, .., vi,k−1, ti), given by our
model. As a performance measure, we evaluate the hit rates
based on the ranking and the true target. For instance, if the
target member is among the five highest ranking candidates,



Fig. 4: Network Architecture for the LSTM model with keywords. The shaded areas represent LSTMs while the cyan circles
represent cells. The left LSTM takes embedding vectors of keywords as input; while the right LSTM takes embedding vectors
of groups as input. xl(r)

i+j denotes the j’th input to the LSTM. hl(r)
i+j and cl(r)i+j denote the hidden states and cell states respectively.

The hidden states of the last layers of the LSTMs are concatenated and fed to the fully-connected layer with Softmax action.
ui+j denotes the j’th output, i.e. the probability of the missing members at i+ j time-step.

TABLE I: Data set properties. Number of Events gives the
number of events in each data set (E.g. number of papers,
emails, or shopping carts). |V | and |E| are the number of
nodes and number of edges for each network, respectively.

Data set Number of Events |V | |E|
DBLP 290483 70431 645018
Email 13011 3153 17903
Retail 17465 3819 3186976

we count it as a hit for the Hit@5 rate. We estimate the mean
hit rates on the validation set to determine the optimal set of
hyper-parameters. Lastly, we run the model with the optimal
hyper-parameters on the test set and calculate the mean hit
rates as the ultimate measure of the performance.

In addition, we perform the similar task using the LSTM
model with keywords (Fig. 4). The keywords are obtained
from the text attached to the groups using the procedure
described earlier. For example, for the Enron Email dataset,
we extracted keywords from the email texts and assigned
keywords to the participants of the email conversation. Then
we compare the hit rates here to those given by the model
without keywords, to examine whether including keywords can
improve performance.

We also perform additional experiments for validating
model convergence, and robustness. In the following, we
describe the datasets on which we run our experiments and
the competing models with which we compare our model.

A. Data Description

DBLP: The DBLP dataset contains bibliographical in-
formation of articles published in major computer science
journals and proceedings. For our experiments, we selected
articles published between the years of 2015 and 2019. We
extracted year, number, title and authors from the data set and
then constructed time stamps using the combination of year
and number. We sorted the papers first by the time stamps, then
by title and authors for articles with the same time stamp. We
further filtered out papers with non-English titles and removed
duplicate articles. We also removed the papers with less than
three authors as we are studying groups and two authors are
not considered to be a group. The resulting sequence contained
290, 483 articles.

Enron Email: The Enron email dataset contains ∼ 500, 000
emails generated by employees of the Enron Corporation. The
emails from 2000 to 2001 were adopted here. We extracted
the email addresses and time stamp from each email across
the selected time period. The emails were sorted by time
in ascending order and the punctuation was removed from
all of the email bodies. To construct a network, we used
email addresses of Enron employees as nodes, and added
edges between nodes with at least one email exchanged
between them. The resulting sequence contained 13, 011 email
exchanging events.

Online Retail: The dataset contains all the transactions
occurring between 1/12/2010 and 9/12/2011 for a UK-based
online retailer [15]. We extracted invoice number, stock code,
description, and invoice date from the data set and group
the items (stock codes) by their invoice numbers. We then



removed the transactions with less then three items and sorted
the remaining transactions by the invoice dates. The processed
data set contained 530, 099 transactions.

B. Competing Methods

For the following four models, we converted our data into
a graph where edges are formed between nodes which have
appeared together in a group (i.e. authors who’ve written a
paper together, or email addresses that have been a part of an
email chain together)

Common Neighbor In this method we removed one node
from each group in the testing set and attempted to predict it
using the remaining nodes in each corresponding group. This
was done by ranking each node in the graph according to the
number of nodes in each group it was connected to. Then,
looking at the N highest ranked nodes, we defined a hit rate
at N to be the percentage of times the current node appeared
in the N most highly ranked nodes.

Node2Vec We used Node2Vec to embed the nodes from
our graphs into a 20 dimensional vector representation. Then,
using our training set, we removed a single author from each
group and attempted to predict the missing author using the
remainder of the group. This was accomplished using a look-
up table for each of the authors in the group to find their
vector representations, which we then used to compute the
centroid of the group. We then sorted each node from the
graph by distance to the centroid of the group and looked
for the missing node within the closest N nodes. Then, with
each of the groups in the testing set considered together, the
hit rate at N is the percentage of times that the missing node
showed up in the N closest nodes to the centroid. The final set
of parameters we used are walklength = 120, numwalks =
16, windowsize = 15.

LINE We used the same approach with LINE. While
Node2Vec creates embeddings using random walks on the
graph, LINE attempts to learn embeddings for the nodes using
an optimizer function. In the case of LINE nodes are expected
to close to each other in the vector embedding space if they
are first or second degree neighbors.

Graph2Gauss The same approach was taken with
Graph2Gauss, but Graph2Gauss has the added benefit of being
able to create embeddings for an attributed graph. We ran two
variants of the test using Graph2Gauss, with and without the
attributes. We did this so that we would be able to determine if
the attributes we were using for these data sets would improve
hit rates or if they would just act as noise.

DynamicTriad We also used the dynamic embedding model
DynamicTriad. Unlike the other two proximity based embed-
ding models, this model takes into account the sequential
nature of the graphs. DynamicTriad expects its input to be
a graph split into intervals, each of which contains all edges
that have existed or do exist up to that point in time [10].
It then converts the graph at each time step into a set of
embeddings such that future embeddings are based on the
evolving nature of the intervals before it. We then use the
last set of embeddings generated by DynamicTriad to make

TABLE II: Experimental Results.

Hit@5 Hit@10 Hit@20
Common Neighbor 0.571 0.647 0.700
LSTM 0.516 0.551 0.580
Node2Vec 0.281 0.377 -

D
B

L
P

Graph2Gauss 0.245 0.300 -
DynamicTriad - - -
LINE - - -
Common Neighbor 0.262 0.380 0.521
LSTM 0.416 0.502 0.581
Node2Vec 0.29 0.46 -

E
m

ai
l

Graph2Gauss 0.27 0.38 -
DynamicTriad 0.34 0.42 -
LINE - - -
Common Neighbor 0.006 0.016 0.039
LSTM 0.047 0.090 0.149
Node2Vec - - -
Graph2Gauss - - -

R
et

ai
l

DynamicTriad - - -
LINE - - -

predictions on the testing set (which occurs after the last
embedding interval).

C. Hyper-parameter tuning

For the LSTM model, we tune the number of time-steps
and the embedding dimension. For the DBLP and Email
datasets, we tested the number of time-steps in {64, 128, 256}
and embedding dimension in {128, 256, 512}. For the Retail
dataset, we tuned the number of time-steps in {32, 64, 128}
and embedding dimension in {64, 128, 256}. For all datasets,
we used a batch size of 32 and a learning rate of 1.0. For
our LSTM models (with and without keywords), we adopted
a multi-layer architecture with 2 layers. The number of cells
in each layer is the same as the number of time-steps. We
chose the hidden dimension to be the same as the embedding
dimension. To prevent over-fitting, we used a dropout of 0.5.

VI. RESULTS

Group link prediction. In Table II, we show the results
of the group prediction task for our LSTM model (without
keywords) along with the competing methods over the three
datasets. We used hit rate (Hit@5, 10, 20) as a measure to the
performance. We can see that the LSTM model outperforms
the other methods except for the DBLP dataset. Notice that the
Common Neighbor method performs the best for the DBLP
dataset. This is likely due to that the co authorship in the DBLP
dataset is very stable and the structural information plays the
primary role in determining the link between an author and a
group. For instance, the authors who have published together
before are most likely to publish together again. Moreover,
new links are frequently formed among authors who have
common collaborators. In contrast, the participants of an email
conversation are less stable. Employees often send out emails
involved different groups of people based on different topics.
Therefore, our LSTM beats other methods by a large margin,
and the Common Nieghbor method renders the worst hit rates
among others. Similarly, the items purchased together in the
Retail dataset change frequently, where our LSTM method also
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Fig. 5: Cost for LSTM with different datasets.
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Fig. 6: Embedding vectors projected onto 2D space. The yellow circles represent the entire set of candidates, while the black
circles represent the subset of members who we already know. The blue triangles are the top 5 predicted members and the red
triangle denotes the target (missing) member.

TABLE III: Hit rates with and without keywords. The LSTM
results here are obtained using time-step 64 and hidden di-
mension 128 on the Enron Email data set.

Method Hit@5 Hit@10 Hit@20
LSTM w/o keywords 0.365 0.472 0.589
LSTM w/ keywords 0.390 0.466 0.554

excels. Notice that the Retail dataset includes a large inventory
of items, making the group link prediction task significantly
more difficult than the other two datasets, which explains why
the hit rates are relatively lower in this case.

Performance with keywords. We compare the models with
and without keywords in terms of hit rates in Table III. The
experiments were performed using the Enron Email dataset.
The keywords were extracted from the email texts following
the procedure described in the Sec. IV-C. Both models used
64 time-steps and a hidden dimension of 128. We also kept
the other hyper-parameters identical for both models to ensure
a fair comparison. In Table III, we can see that the model
without keywords outperforms the one with keywords, except
for the Hit@5 case. This indicates that including keywords
might introduce noise instead of providing useful information

to help identify potential group members.
Model convergence. In Fig. 5, we plot the cost for the

LSTM model without keywords. The cost is the cross-entropy
loss defined in Eq. 3. The curves here indicate a convergence
of the training. A few spikes appear during the early part of
the training, which is likely the result of a small batch size (=
32).

Hyper-parameter sensitivity. We examine the impact on
performance of changing some key hyper-parameters. We vary
one hyper-parameter, while keeping the others as their optimal
values. We use the Hit@5 rate as an indicator to demonstrate
the performance. In Table IV, we show the Hit@5 rates with
different time-steps for each dataset. The results indicate that
a larger time-step renders better performance. We also test the
effect of tuning embedding dimension in Table V. We can
see that the best performance is not necessarily achieved at
the highest dimension. The results suggest that our model is
insensitive to the change of embedding dimension.

Quality of embedding vectors. In Fig. 6, we plot the 2D
projection of the embedding vectors learned from the LSTM
model for the three datasets. The figures are snapshots taken
when a hit occurs. The yellow circles represent the entire
set of candidates. The black circles are the members of a
group that are known a priori. The red triangles are target



TABLE IV: LSTM: number of time-steps sensitivity. The
results are Hit@5 rates with different time steps.

dataset 32 64 128 256
DBLP - 0.558 0.541 0.583
Email - 0.501 0.499 0.518
Retail 0.048 0.046 0.057 -

TABLE V: LSTM: embedding dimension sensitivity. The
results are Hit@5 rates with different embedding dimensions.

dataset 64 128 256 512
DBLP - 0.360 0.548 0.583
Email - 0.510 0.518 0.465
Retail 0.047 0.057 0.050 -

(missing) members and the blue triangles are the top 5 most
likely candidates given by our model. The snapshots indicate
that the top 5 candidates are distributed in the vicinity of the
target member except for the Email dataset where one of the
predicted member is next to a known member. The results here
show that the embedding vectors given by LSTM model well
represent the relationship among participants in the datasets.

Competing Models
When we ran Graph2Gauss, our only competing model that

accepted node attributes, we found that the attributed version
to performed far worse than the corresponding non-attributed
model. This coincides with our results from the attributed and
non-attributed versions of the LSTM model.

Of the four competing models DyanmicTriad was found to
have the best performance. This likely indicates that incor-
porating the sequential nature of our data sets has a strong
positive impact the prediction rates.

VII. CONCLUSIONS

In this work, we proposed a new problem - group link
prediction. Unlike the traditional link prediction that predicts
the link between two members, our task is to predict the link
between a member and a group. To solve the problem, we pro-
posed two LSTM based models, with and without keywords.
The models learn a conditional probability distribution given
some known members at a certain time step. We compare our
model (without keywords) with a series of competing methods
over three real-world data sets. Our model shows superior
performance when the group members are less consistent. In
addition, we find that the LSTM model without keywords is

more effective than that with keywords, as the keywords might
introduce noise and reduce performance.
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